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INTRODUCTION 

Increasingly, FlySight is being used to score Speed Skydiving competitions. There has been some concern 
within the Speed Skydiving community that these devices may not be accurate at such high speeds. In 
particular, it has been suggested that the dynamic model imposes some kind of limit at 100 m/s. An 
engineer from u-blox has responded to this concern as follows: 

“The 100 m/s figure is part of sanity check and not an absolute limit. As long as speed does not 
exceed 600 m/s you should still get valid position data.”i 

The “sanity check” is imposed only if the signal degrades past some point—i.e., if the number or 
geometry of satellites or signal strength fall below some threshold. If the sanity check is imposed, we 
should see this reflected in the accuracy estimates reported by the u-blox module.ii 

To test FlySight’s accuracy at speeds over 100 m/s, we have developed a Doppler speed measurement 
system to measure the relative speed of the jumper directly. To use this system, a transmitter with very 
accurate frequency is placed on the jumper. A receiver is then placed on the ground. Any motion of the 
jumper toward or away from the receiver will cause a shift in the received frequency. 

We can then use position and velocity data from FlySights on the jumper and on the ground to calculate 
an expected Doppler shift. This expected shift can be overlaid on the received signal to determine if the 
two are in agreement. 

THEORY 

Doppler shift occurs when the source of a wave is moving relative to an observer. 

 



In the illustration above, a source on the jumper periodically emits a pulse. Each pulse moves uniformly 
outward from the original location of the source. However, since the source itself is moving, these 
waves do not share a common center. The effect is that the waves “pile up” in front of the jumper and 
are “stretched out” behind him. An observer in front of the jumper will hear this as an increase in the 
frequency of the source. 

A common example of this effect is the change in pitch heard as a siren passes us on the road. The same 
effect is observed with radio waves. When the source of a radio wave is moving toward the observer, 
that observer will detect a slight increase in the frequency of the source. Because the jumper will be 
moving at much less than the speed of light, we can approximate the Doppler shift using this equation: iii 

∆𝑓 =
∆𝑣

𝑐
𝑓  

where ∆𝑓 is the Doppler shift, ∆𝑣 is the velocity of the source relative to the observer, 𝑐 is the speed of 
light (2.998 × 10  m/s) and 𝑓  is the frequency of the source. For example, for a 2.451 GHz source 
moving toward us at 100 m/s, we would expect a Doppler shift of: 

∆𝑓 =
100 m/s

2.998 × 10  m/s
2.451 × 10  Hz = 817.5 Hz 

EQUIPMENT 

The Doppler speed measurement system is comprised of a transmitter and receiver. The transmitter, 
mounted on the jumper, produces a constant tone at precisely 2.451 GHz. The receiver, on the ground, 
measures and records the Doppler shift of this tone. 

In order to measure the Doppler shift accurately, both transmitter and receiver use 10 MHz oven 
controlled crystal oscillator (OCXO) references. The transmitter uses a Taitien NA-10M-2050 oscillator, 
while the receiver uses a Bliley NV47M1008. Without these stable reference oscillators, clock drift in the 
transmitter or receiver would overwhelm the measurement we’re trying to make. 

 



In the transmitter, shown above, the OCXO drives an ADF4351 synthesizer, which is configured to 
output a 2.451 GHz tone with 1 mW power. This output is filtered and then fed to a dipole antenna. 

 

In the receiver, a 20-turn helical antenna receives the signal and feeds it to a Signal Hound SA44B 
spectrum analyzer. The SA44B is connected to a PC running the HDSDR software. This software treats 
the incoming signal as an upper sideband (USB) signal with carrier 1 kHz below 2.451 GHz. Thus, the 
unshifted signal is interpreted as a 1 kHz audio tone, while a Doppler shift of 817.5 Hz gives an audio 
tone at 1.8175 kHz. The audio output is recorded for later processing. 

METHOD 

For this experiment, the transmitter was mounted the jumper’s foot as shown in this photo: 



 

The HDSDR software was tuned to 2450999 kHz so that the demodulated 2.451 GHz signal appeared as 
an audio tone at 1 kHz. The results were recorded as a 16-bit WAV file with 12 kHz sample rate. 

The FlySight was mounted inside the jumper’s Cookie G3 helmet, in the space between the pads under 
the vent at the crown of the head, with the antenna pointing outward. The FlySight was configured to 
use the “Airborne < 2 g acceleration” dynamic model with 5 Hz sample rate. 

The FlySight and the Doppler system were turned on 5 minutes prior to the jumper boarding the aircraft, 
and were left on for the duration of the climb to altitude. The helical antenna was held in the direction 
of the aircraft when it reached jump run and roughly in the direction of the jumper during freefall, 
although when his canopy opened it turned out we were perhaps 15-20 degrees off. 

The FlySight and the Doppler system were left on until the jumper landed and was standing still in order 
to obtain a good reference for later calibration of the Doppler system. 

RESULTS 

The audio output of the HDSDR software was recorded and processed using scripts written in the Python 
programming language. First, we produced a spectrogram of the recorded output. The following plot 
shows the spectrogram during freefall and descent under canopy: 



 

The left axis shows the Doppler shift in Hz. The right axis shows the equivalent relative speed. 

On the right side of the plot, we see several artifacts which may be due to the front end of the receiver 
being overloaded when the transmitter is too close. 

We see the expected rise in Doppler shift as the jumper accelerates toward the receiver, and then a 
sudden drop when he exits the competition window and begins to decelerate. In addition, at the start of 
the jump, we can see a reflection off the aircraft, shown in detail here: 



 

The reflection shows a Doppler shift opposite the direct path because the jumper is moving away from 
the aircraft, but toward the receiver. We can use the reflection to determine the exact moment of exit, 
since the two lines converge at this point. 

Even with very stable oscillators, there is always some drift in frequency. To compensate for this drift, 
we choose a point after the jumper has landed and zero the Doppler shift on that point. This calibration 
reduces the effect of clock drift significantly, since the entire experiment occurs in the two minutes 
before that calibrated point. 

Next, we examine the FlySight data for the jump to determine the exit time. The plot below shows the 
FlySight data for the entire jump. Zooming in on the exit, we determine that exit occurred at 
00:01:42.600 UTC. This is the point where horizontal speed suddenly drops and vertical speed begins to 
climb. 

 



 

Finally, we use the FlySight data to predict what the Doppler shift should be. Since the jumper is not 
falling directly toward the base station, we need to determine the component of the jumper’s speed 
that is in the direction of the base station. To do this, we convert the base station’s position to earth-
centered earth-fixed (ECEF) coordinates. Then for each point in the FlySight log file we convert the 
jumper’s position and velocity into ECEF coordinates. Finally, using these coordinates, a relative speed 
and predicted Doppler shift are calculated. 

The plot below shows the predicted Doppler shift as a red line overlaid on the original data: 



 

For the most part, the predicted curve follows the Doppler shift measurements very closely. There is a 
noticeable vertical offset in the data from the start of the curve, 10 seconds before exit, until the jumper 
finishes his deceleration. This appears to be a consistent 10 Hz offset, which corresponds with a relative 
velocity error of about 1.2 m/s. 

ERROR ANALYSIS 

The 10 Hz offset could be a combination of two different causes: 

 Measurement error in the FlySight 
 Measurement error in the Doppler system 

FlySight Measurement Error 

The FlySight’s data includes a speed accuracy estimate and number of satellites used in the fix, which we 
can use to get an idea of how reliable its measurements are. Below, we’ve plotted both of these values: 

 



 

We see that even early in the flight, the FlySight was using 9-10 satellites in the fix. A minimum of 4 
satellites are required for a valid fix, but we would typically look for 6 or more satellites before we put 
much confidence in the data. With 9-10 satellites used in the fix, we expect the results to be valid. 

The speed accuracy estimate is about 0.55 m/s during the early part of the jump. Since it doesn’t know 
the true speed of the jumper, the u-blox module inside the FlySight estimates the accuracy of its 
measurement by looking at factors including: 

 Number and position of satellites in the sky 
 Signal-to-noise ratio 
 Residual error in the dynamic model 

This is a “1-sigma” error estimate, which means 68% of the time the true measurement error will be less 
than this value.iv 

Doppler measurement error 

The greatest source of error in the Doppler measurement system is clock drift in either the transmitter 
or receiver OCXO. Both oscillators specify long-term variance, also called aging: 

Oscillator Aging 
Bliley NV47M1008v 1 × 10  per day 
Taitien NA-10M-2050vi 5 × 10  per day 



This says, for example, that over one day we would expect the frequency of the NV47M1008 to drift by 
1 part per billion. Over a period of two minutes, we would expect negligible drift due to aging. Looking 
at short-term variance: 

Oscillator Allan deviation 
Bliley NV47M1008 2 × 10  per second 
Taitien NA-10M-2050 5 × 10  per second 

The Allan deviation, 𝜎, is a measurement of frequency stability over a short time interval, 𝜏, in this case 
one second. The expected deviation over a longer interval, 𝑛𝜏, will be less than 𝜎√𝑛.vii Thus, over 120 
seconds, our expected deviation is less than: 

Oscillator Deviation over 120 seconds 
Bliley NV47M1008 2 × 10  
Taitien NA-10M-2050 5 × 10  

With a frequency of 2.451 × 10  Hz, we have deviations of 0.5 and 1 Hz respectively. Again, this is much 
too small to account for the offset we see. 

Finally, we consider frequency shift due to changes in the supply voltage for the OCXO or in ambient 
temperature and pressure. 

Both oscillators specify frequency stability with a change in supply voltage. 

Oscillator Supply sensitivity 
Bliley NV47M1008 1 × 10  per percent change  
Taitien NA-10M-2050 5 × 10  for 5% change 

The receiver is powered by a USB battery. Observing the voltage output by one USB battery, we see 
swings from 4.95 V when the OCXO is actively heating to 5.05 V when it is not—a 2% change. Since the 
NV47M1008 has a sensitivity of 1 × 10  per percent change in supply voltage, we would expect a 
frequency shift of as much as 5 Hz due to this effect. 

Using another USB battery, we get a voltage swing of 4.86 V to 5.10 V—a change of almost 5%. This 
could result in a frequency shift of up to 12 Hz. Since we didn’t specifically note which supply was being 
used for the receiver OCXO, this could be a significant source of error in this experiment. 

The transmitter is powered by a 3.7 V lithium polymer battery, with the NA-10M-2050 operating from a 
3.3 V regulated supply. During operation, the regulated supply varies between 3.29 V and 3.30 V—only a 
0.3% change. Since the NA-10M-2050 has a sensitivity of ±0.5 ppb change in frequency with a ±5% 
change in supply voltage, the observed change should cause negligible frequency shift. 

To test the sensitivity of the transmitter and receiver to temperature change, we applied an ice pack to 
the OCXO of each unit. Using this method, we were able to induce a momentary offset of up to 10 Hz. 
However, both units were able to compensate for this change in temperature within a few seconds. 



Pressing hard on the canister on either OCXO results in an offset of less than 2 Hz. Although we were not 
able to get specifications for pressure sensitivity from either manufacturer, given the result of this quick 
test it seems unlikely that a change in atmospheric pressure would have much effect on frequency. 

CONCLUSION 

The purpose of this experiment was to test the accuracy of FlySight’s speed measurements at speeds 
over 100 m/s by comparing FlySight’s measurements with Doppler shift measurements in a 2.451 GHz 
RF signal. We were able to verify that the two measurements agreed to within about 1.2 m/s at speeds 
over 130 m/s. 

Our error analysis discovered three significant sources of error in both measurements: 

FlySight speed accuracy estimate 0.55 m/s 
Receiver supply voltage variation 12 Hz (1.5 m/s) 
OCXO temperature variation 10 Hz (1.2 m/s) 

The errors attributed to the Doppler system could be reduced by choosing a more stable voltage source 
for the receiver and insulating both units to prevent heat loss. In a future experiment, we hope to 
reduce the error in the Doppler measurements so that we can more precisely quantify FlySight’s speed 
accuracy. 

We owe special thanks to Alistair Clark, who participated in early tests of the Doppler system, and to 
Kyle Lobpries, who took the system past 130 m/s for us. 
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